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• Custom indoor HRI dataset 
targeting human interaction 
availability. 

• Training recordings vary
posture, orientation, activity, 
interpersonal distance and
social configuration. 

• Frames sampled at 0.5–1 fps to 
reduce temporal redundancy. 

• Validation and test sets include 
more naturalistic interactions, 
unseen participants and 
varying lighting conditions.
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2. DATASET  CREATION

Enabling Effective Human-Robot Collaboration through Efficient On-Board 
Vision-Language Models

Francesco La Carpia , Mauro Martini, Simone Angarano, Marcello Chiaberge

• Collaborative robots must interpret
socially relevant cues, going beyond
geometric perception to support socially
appropriate interactions.

• Before initiating an interaction, a robot 
must determine whether a person is
available to be approached, rather than
only estimating engagement once an 
interaction has already started. 

• Multi-person environments make this
decision more challenging, as several
potential interaction partners must be 
evaluated simultaneously and prioritized.

• Large VLMs provide strong semantic 
understanding but are difficult to deploy
on-board, due to computational cost, 
connectivity dependence and privacy 
concerns.

On-board VLM for human 
availability estimation

Orientation Activity Object use

Proximity Group configuration

Single person One available Multiple available

Group interaction None available

3. METHODOLOGY
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4. RESULTS

• Person grounding: a perception model detects people in the RGB observation and associates
each individual with a numerical ID. 

• Multimodal social reasoning: HRI-NaVILA combines visual features with a textual prompt 
encoding the task and social norms to estimate interaction availability in multi-person scenes.

• Resource-efficient fine-tuning: QLoRA adaptation of NVILA-Lite-2B1, performed on a single 
NVIDIA GeForce RTX 3090 GPU.

• Task-relevant token weighting: Numerical tokens encoding person IDs and availability labels 
receive a larger contribution during fine-tuning because errors on these values directly affect the 
robot's decision.

• Structured decision output: the model directly predicts a priority ranking and a binary
availability label for each detected person, providing the information required for downstream 
robot decision-making.
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Interaction availability
F1-score on the test set

+28.53%
relative F1

Standard fine-tuning 70.35%

HRI-NaVILA 90.42%

90.39%
Top-1 candidate selection

0.734
Mean Kendall’s τ

End-to-end latency
Full generation vs JSON-only decoding

Full JSON-only

Jetson AGX Thor 3.541 s

1.119 s

GeForce RTX 3090 2.522 s

0.846 s

3.19× speed-up on Jetson AGX Thor

Performance improvements

{ "priority": [3, 2, 1 ],  "availability": [1, 1, 0 ]}

Person 3 is available: isolated, not using any device, and directly facing the robot. This makes them the most 
suitable candidate for interaction.
Person 2 is available: isolated, not using any device, and directly facing the robot. They are farther than 
Person 3, so they are the second most suitable candidate.
Person 1 is not available: isolated, but engaged with a laptop and not facing the robot. They are the least 
suitable candidate for interaction.

{ "priority": [2, 3, 1 ],  "availability": [1, 1, 0]}

Person 2 is available: This individual is isolated, not using any devices (phone, laptop, headphones, book), and is clearly 
oriented with both head and body towards the robot. Among the available individuals, Person 2 is closer to the robot than 
Person 3, giving them the highest priority.
Person 3 is available: Similar to Person 2, this individual is isolated, not using any devices, and is oriented with both head 
and body towards the robot. However, Person 3 is farther from the robot than Person 2, placing them as the second highest 
priority.
Person 1 is not available: Although isolated and the closest individual in the room, Person 1 is actively engaged with a laptop, 
with their head and body oriented towards the device and away from the robot. This makes them unavailable for 
interaction. As the only non-available individual, they are placed last in the priority list.

Input image:

Qualitative evaluation

• HRI-NaVILA achieves performance close to Gemini-2.5-Flash 2 and GPT-5-mini 3 in few-shot 
evaluation, while enabling fully on-board inference with a lightweight model.

• Compared with FlowAct IAB4, contextual VLM reasoning substantially improves availability
estimation when interaction readiness depends on activities, objects and social configurations
beyond gaze and head pose.

HRI-NaVILA

Gemini
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